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Abstract. In this paper we propose to studybudget semi-supervised learning.
That is, given a resource budget, e.g., a limited memory which is not sufficient to
accommodate and/or process all available unlabeled data, try to exploit unlabeled
data to the most. This setting is with practical importance because in most real
scenarios although there may exist abundant unlabeled data, the computational
resource available is usually not unlimited. As far as we know, this is the first
study on this setting. We focus on algorithms relying on spectral analysis since
such kinds of algorithms are attractive due to their graceful mathematical formu-
lations but suffer seriously from resource budget. We show that the problem of
budget semi-supervised learning can be tackled by a simple yet effective method
which is validated in experiments.

1 Introduction

Semi-supervised learning has been an active research area during the past few years
[2, 15]. Among the many developed techniques, algorithms relying on spectral analysis
are attractive because of their graceful mathematical formulations [1, 3, 14, 16]. Many
successful results, however, were reported only on small-scale data sets which contain
hundreds or a few thousands of examples. It is well-known that these algorithms have
difficulty when dealing with large-scale data due to their large resource requirement.
For example,106 training examples will lead to a106 × 106 pairwise affinity matrix,
which is prohibitive in storage in many real applications.

There are some efforts to improve the scalability of these algorithms. Zhu and Laf-
ferty [17] used a mixture model to yield a small “backbone graph” where the nodes
were induced from the mixture components. This method behaves well when the model
assumption of the mixture model is good. Dellaleau et al. [5] proposed to sample the
unlabeled examples and then apply the algorithms to the small samples. The sampling
methods enable the algorithms to work on large data sets, although some useful un-
labeled examples might be neglected. Pfahringer et al. [8] described an application of
using sparse graph to improve the scalability of the LLGC algorithm [14].

In this paper, we propose to studybudget semi-supervised learning, that is, given a
resource budget, e.g., a limited memory which is not sufficient to accommodate and/or
process all unlabeled data, trying to exploit unlabeled data to the most. This setting



is with practical importance because few applications are with unlimited resource al-
though there may exist a large amount of unlabeled data. For example, in web page
classification it is well-known that there are almost infinite annotated web pages on the
internet that can be used as unlabeled data, however, the time cost and storage cost that
can be used by the web page classification system are not infinite. So, when trying to
use the unannotated web pages, the constraints enforced by the resource budget must
be considered.

To the best of our knowledge, this is the first study on budget semi-supervised learn-
ing. Research on this new setting is related to the above mentioned research on scalable
semi-supervised learning, since an algorithm with a better scalability may be able to ex-
ploit more unlabeled data under the same budget. Considering that algorithms relying
on spectral analysis require large resource and suffer seriously from resource budget,
in this paper we focus on a kind of such algorithm, i.e.,cluster kernel[3]. Our results,
however, are extensible to other algorithms falling into this category. We will show that
the problem of budget semi-supervised learning can be tackled by a simple yet effective
method which exploits advantages of known techniques and is validated in experiments.

The rest of this paper is organized as follows. Section 2 briefly introduces the cluster
kernel algorithm [3]. Section 3 presents a simple yet effective method that is able to
adapt the cluster kernel algorithm to a given budget. Section 4 reports on experimental
results. Finally, Section 5 concludes.

2 Cluster Kernel

Given l labeled examples{(x1, y1),x2, y2), · · · , (xl, yl)} andu unlabeled examples
{xl+1,xl+2, · · · ,xl+u}, l ¿ u, n = l + u. For simplicity, assume thatx ∈ Rm and
y ∈ {0, 1}. We can construct a Gaussian kernel matrixK by considering the pairwise
affinity of the data points, as in Eq. 1, where nearby data points are assigned with
relatively large edge weights.

Kij = exp

(
−||xi − xj ||2

2σ2

)
(1)

Now we consider the following cluster kernel algorithm [3]:

1. LetD denote the diagonal matrix whose elements areDii =
∑

j Kij , and construct

the matrixL = D−1/2KD−1/2.

2. Compute the eigen-decompositionL = UΛUT, and assume that the eigenvalues
are ordered asλ1 ≥ λ2 ≥ · · · .

3. Apply a transfer functionϕ onλ. Let λ̃i = ϕ(λi), and construct̃L = UΛ̃UT.

4. Let D̃ denote the diagonal matrix whose elements areD̃ii = 1/L̃ii, and compute
K̃ = D̃1/2L̃D̃1/2.

The transfer functionϕ can take different forms. Here, thepoly-steptransfer func-
tion which has achieved the best performance in [3] is adopted:

λ̃i =
{√

λi i > h (= l + 9)
λ2

i i ≤ h (= l + 9) (2)



For an unseen test examplex, we can approximate it with a liner combination of
the labeled and unlabeled training examples by

α0 = arg min
α
||Φ(x)−

n∑

i=1

αiΦ(xi)|| = K−1v , (3)

wherevi = K(x,xi) sinceK is Gaussian, andΦ is the feature map corresponding to
K, i.e.,K(x,xT) = (Φ (x) Φ (xT)). Thus,

K̃(x,xi) = (K̃α0)i = (K̃K−1v)i . (4)

3 The Lank Method

3.1 Basic Idea

The storage cost of the cluster kernel algorithm isO(n2) and the computational cost is
roughlyO(n3). Whenn is large, the resource required is prohibitive in many applica-
tions. Now, suppose we do not have unlimited resource. For example, we have a storage
budget which is much smaller thanO(n2), what can we do?

The large storage is caused by the use of a full-connection graph. If we consider
a k-graph where each node is only connected to itsk-nearest neighboring nodes, the
storage will reduce toO(kn). Actually, usingk-graph to reduce the storage cost is not
new [5, 8]. We call this ask-approx. This method is reasonable since in most cases the
affinity among neighboring examples is important while that among far examples are
not very meaningful. In particular, it has been well-known in manifold learning that the
neighboring affinity is the most important for identifying the intrinsic manifold structure
embedded in data [9, 12]. To ensure that the resulting matrix is symmetric, we simply
set the symmetric component of any non-zero component to the same non-zero value,
and thus, for the worst case the storage isO(2kn).

The 2nd step of the cluster kernel algorithm, however, is still expensive in storage
even after usingk-approx. In addition, usingk-approx alone could not significantly
reduce the computational cost. Note thatK is large and symmetric, and assume that
them (m ¿ n) largest eigenvalues and the corresponding eigenvectors are sufficient.
Thus, we can solve the problem through the famous Lanczos method [7] and reduce
the computational cost toO(mn2). Given a symmetricn × n matrix K and ann-
dimensional vector̂z having unit 2-norm, the Lanczos method works as follows:

w1 = ẑ;
a(1) = wT

1Kw1;
b(1) = 0;
For i = 1, 2, · · · ,m− 1 do

ŵi+1 = Kwi − a(i)wi − b(i)wi−1;
wi+1 = ŵi+1/‖ŵi+1‖2;
b(i + 1) = ‖ŵi+1‖2;
a(i + 1) = wT

i+1Kwi+1

End



The method computes anm×m symmetric tridiagonal matrixTm with the property
that the eigenvalues ofK contains the eigenvalues ofTm. The diagonal and subdiagonal
elements ofTm are stored ina(1 : m) andb(1 : m− 1) respectively. Note thatK is not
altered during the entire process. IfK has an average of aboutk non-zero values per
row then approximately(2k + 8)n flops are involved in a single Lanczos step. Upon
termination the eigenvalues ofTm can be found using the symmetric tridiagonal QR
algorithm [6]. The numerical performance of the Lanczos method has been studied in
literature, see for instance [6]. Note that the main computational task of the Lanczos
method is the matrix-vector multiplicationKu and the cost isO(n2). Whenk-approx
is used, each matrix-vector product isO(kn) operations. Therefore, the computational
cost can be further reduced toO(mkn). It is noteworthy that the whole Lanczos process
can be implemented with just twon-vectors of storage.

3.2 Analysis

The k-approx First, we can find from the description of the cluster kernel algorithm in
Section 2 that if we usek-approx alone, the main difference is that we get a matrixK(k)

which is different fromK. If from K(k) andK we can solve the same eigenvectors,
the remaining steps of the cluster kernel algorithm are almost untouched. So, we can
analyze the influence of the use ofk-approx by studying the eigenvectors solved from
K(k) and those solved fromK.

After we gettingK, D is determined andL = D−1/2KD−1/2 can be derived.
Assume that the eigen-decomposition ofL is given by

L = UΛUT =
n∑

i=1

λiuiu
T
i ,

whereΛ = diag(λi) is a diagonal matrix whose diagonal elements are the eigenvalues
of L, andU = [u1u2 · · ·un] is an orthogonal matrix whoseith column is the eigenvec-
tor corresponding toλi. Assume that the eigenvalues are ordered asλ1 ≥ λ2 ≥ · · · ≥
λn.

Now suppose that we getK(k) by applyingk-approx with a concretek value, the
eigenvalues ofL(k) = D−1/2K(k)D−1/2 are ordered asλ(k)

1 ≥ λ
(k)
2 ≥ · · · ≥ λ

(k)
n ,

and the corresponding eigenvectors areu
(k)
1 , u

(v)
2 , · · · , u

(k)
n . That is,

L(k) = U (k)Λ(k)(U (k))T =
n∑

i=1

λ
(k)
i u

(k)
i (u(k)

i )T.

We can measure the difference betweenL andL(k) by consideringE(k) = K −K(k).
It is straightforward to see that whenk = n, E(k) is a zero matrix, i.e.,K(k) = K.
Whenk increases,‖E(k)‖F decreases. We have the following results (see for instance
in [11]) about the relative perturbation bounds for eigenvalues betweenL andL(k):

√√√√
n∑

i=1

|λi − λ
(k)
i |

|λiλ
(k)
i |

≤ ‖V ‖2‖V (k)‖2 ‖K−1‖2‖E(k)‖F√
1− ‖K−1‖2‖E(k)‖2

, (5)



where the following matrix decompositions are used:

V TGTGV = |Λ|
V TJV = I

K = U |Λ|1/2J |Λ|1/2UT

G = D−1/2U |Λ|1/2

(V (k))T(G(k))TG(k)V (k) = |Λ(k)|
(V (k))TJ (k)V (k) = I

K(k) = U (k)|Λ(k)|1/2J (k)|Λ(k)|1/2(U (k))T

G(k) = D−1/2U (k)|Λ(k)|1/2

It is clear that whenk increases (‖E(k)‖F decreases), the left-hand side of Eq. 5
decreases, and therefore the distances between the eigenvalues ofL andL(k) decrease.
We have the following results about the relative perturbation bounds for eigenvectors
betweenL andL(k):

‖ sinΘ(k)‖F ≤ ‖K−1‖2‖E(k)‖F√
1− ‖K−1‖2‖E(k)‖2

· ‖V1‖2‖V (k)
1 ‖2

rg(Λ1, Λ
(k)
2 )

, (6)

whereΘ(k) denotes diagonal matrix with canonical angles between the subspace gener-
ated byQ1 = [ui1ui2 · · ·uil

] and the subspace generated byQ
(k)
1 = [u(k)

i1
u

(k)
i2
· · ·u(k)

il
]

with

L =
(
Q1 Q2

) (
Λ1 0
0 Λ2

)(
Q1

Q2

)

and

L(k) =
(

Q
(k)
1 Q

(k)
2

) (
Λ

(k)
1 0
0 Λ

(k)
2

)(
Q

(k)
1

Q
(k)
2

)
.

The matricesV = [V1 V2] andV (k) = [V (k)
1 V

(k)
2 ] are defined similarly based on the

corresponding partitions, see [11]. Again it is clear that whenk increases (‖E(k)‖F

decreases), the left-hand side of Eq. 6 decreases, and therefore the canonical angles
between the subspacesQ1 andQ

(k)
1 decrease.

The Lanczos ProcessNext we consider the Lanczos process. Given a starting vectorẑ,
the Lanczos process will generate successively an orthonormal basisw1,w2, · · · ,wm

of a subspace. The vectorswi’s computed from the Lanczos process form an orthonor-
mal basis of the Krylov subspace

Em = span {ẑ,Kẑ, · · · ,Km−1ẑ}.
We haveW T

mKWm = Tm, so thatTm is the matrix representation of the projection of
K onto the Krylov subspaceEm with respect to the basis

Wm = [w1,w2, · · · ,wm].



Specifically, the approximate solutionzm of the linear systemKz = v (or z = K−1v)
in Eq. 3 can be found by noting that it belongs to the affine subspaceẑ + Em and its
residual vectorv −Kzm is orthogonal toEm. If we denote byJm the orthogonal pro-
jector ontoEm, this means that the Lanczos process solves the approximate problem:

To find zm ∈ ẑ + Em such that Jm(v −Kzm) = 0,

i.e., to findzm = ẑ + g, g ∈ Em.
The desired approximation can be written as

zm = ẑ + WmT−1
m W T

m(v −Kẑ).

Here we state how well the result approximates theK−1v in Eq. 3 [10]:

Theorem 1. Assume thatK is symmetric positive definite with the smallest eigenvalue
λn and largest eigenvalueλ1. Let the projected residualJm(v −Kẑ) be expressed in
the Krylov basis as

Jm(v −Kẑ) =
n∑

i=1

ηiK
i−1ẑ.

Then the approximationzm obtained from the Lanczos-Galerkin projection process is
such that

‖v −Kzm‖K−1 = ‖(I − Jm)(v −Kẑ)‖K−1 + ε,

where

|ε| ≤ ‖η1w1‖K−1

jm(γ)
,

in whichγ = λ1+λn

λ1−λn
and jm represents the Chebyshev polynomial of the first kind of

degreem.

Note that ifv−Kẑ belongs to the Krylov subspaceEm, then the term‖(I−Jm)(v−
Kẑ)‖K−1 vanishes. Theorem 1 tells us that in this case the method will provide a good
accuracy whenη1 is not too large. It is clear that whenm becomes larger, the term|ε|
becomes smaller as|jm(γ)| increases.

On the other hand, the Lanczos process can compute the eigenvaluesλ1(m) ≥
λ2(m) ≥ · · · ≥ λm(m) of Tm and the corresponding eigenvectorsu1(m), u2(m), · · · ,
um(m). Theorem 2 [6] indicates thatλi(m) andui(m) converge toλi andui, respec-
tively.

Theorem 2. The Rayleigh-Ritz approximations (λi(m), qi(m)) to (λi, qi) satisfy

0 ≤ λi − λi(m) ≤ (λi − λn)
(

ci(m)

Jn−i(γi)

)2

tan2 θ(qi, ẑ),



where

ci(m) =
∏i−1

l=1

λl(m) − λn

λl(m) − λi
and c1(m) = 1,

γi = 1 +
2(λi − λi+1)
λi+1 − λn

,

and

sin2 θ(qi, qi(m)) ≤
λi − λi(m) +

i−1∑
l=1

(λl − λl(m)) sin2 θ(ql, ql(m))

λi − λi+1
.

According to the theorem, whenm increases, both the approximation of eigenvalues
and eigenvectors are close to the original eigenvalues and eigenvectors.

The Combination It can be found from Eq. 4 that the final classification is made by
K̃K−1v, so we analyze the bound oñKK−1v when the approximate eigenvalues and
eigenvectors obtained by the Lanczos process are used in calculation. For simplicity, the
normalization is not considered in the analysis. Assume that the eigen-decomposition
of Tm is given byTm = SmΩmST

m whereΩm is anm×m diagonal matrix with entries
given byλi(m). We define

K̃m = W T
mSmϕ(Ωm)ST

mWm ,

K−1
m = WmT−1

m W T
m .

Here ϕ(Ωm) is also anm × m diagonal matrix where its entries are given by
ϕ(λi(m)), see Eq. 2. By using the Lanczos process, we know that bothKm andK̃m

become closer toK andK̃ respectively whenm increases.
To summarize, we would like to know the difference between two vectors:K̃K−1v

and K̃
(k)
m (K(k)

m )
−1

v. Here K̃
(k)
m is the kernel matrix obtained by thek-approx and

the Lanczos process. We find that whenk (the kernel martrix sparsity) andm (the
number of Lanczos steps) increases, the difference between two vectorsK̃K−1v and
K̃

(k)
m (K(k)

m )−1v is close to zero. More precisely, assume that‖K−1‖2, ‖K̃m‖2, ‖K−1
m ‖2,

‖K̃(k)
m ‖ and‖(K̃(k)

m )−1‖ are bounded, then we note that

K̃K−1v − K̃mK−1
m v = (K̃ − K̃m)K−1v + K̃mK−1(Km −K)K−1

m v ,

and

K̃mK−1
m v − K̃(k)

m (K(k)
m )−1v

= (K̃m − K̃(k)
m )K−1

m v + K̃(k)
m K−1

m (K(k)
m −Km)(K(k)

m )−1v.

According to the results in Sections 3.2.1 and 3.2.2, we have

‖K̃K−1v − K̃(k)
m (K(k)

m )−1v‖ ≤ ‖K̃ − K̃m‖‖K−1v‖
+ ‖K̃mK−1‖‖Km −K‖‖K−1

m v‖
+ ‖K̃m − K̃(k)

m ‖‖K−1
m v‖

+ ‖K̃(k)
m K−1

m ‖‖K(k)
m −Km‖‖(K(k)

m )−1v‖ .



We note that the two terms‖Km−K‖ and‖K̃−K̃m‖ tend to zero whenm becomes
large. Similarly,‖K(k)

m −Km‖ and‖K̃m− K̃
(k)
m )‖ tend to zero whenk becomes large.

Thus, the difference betweeñKK−1v K̃
(k)
m (K(k)

m )−1v is small when bothm andk are
large.

Note that Eqs. 5 and 6 suggest that by using thek-approx method, the performance
will approximate that of using the full-connection graph, and the larger thek value,
the smaller the difference between the eigenvalues and the eigenvectors, and the better
the approximation. We must note that, however, using the full-connection graph does
not necessarily leads to the optimal classification performance. So, in practice, if there
are sufficient labeled training examples, cross validation can be used to select the op-
timal k value from those tolerated by the resource budget; otherwise it is not bad to
use the largestk value tolerated by the budget since this leads to the best-achievable
approximation under the budget to the use of full-connection graph.

3.3 The Algorithm

¿From the above analysis we know that in semi-supervised learning when labeled train-
ing examples are not sufficient, given a budget, we can simply use the largestk and
m tolerated by the budget. Thus, we have the following Lank (Lanczos withk-approx)
algorithm:

1. Decide the largestk andm tolerated by the given budget.

2. ObtainK(k) by constructing thek-nearest neighbor affinity matrix and setting the
symmetric component of non-zero components to the same non-zero value.

3. Apply the Lanczos process toK(k) to obtain the largestm eigenvaluesλ(k)
1 , · · · , λ

(k)
m

and corresponding eigenvectorsq
(k)
1 , · · · , q

(k)
m .

4. Apply the transfer function (e.g., Eq. 2) to the eigenvalues, and use the tranferred
eigenvalues̃λ(k)

1 , · · · , λ̃
(k)
m and corresponding eigenvectors to constructL̃(k,m) =

m∑
i=1

λ̃
(k)
i q

(k)
i (q(k)

i )T.

5. Let D̃ denote the diagonal matrix whose elements areD̃ii = 1/L̃
(k,m)
ii , compute

K̃(k,m) = D̃1/2L̃(k,m)D̃1/2.

For test examplex, similar to Eq. 4, we have

K̃(k,m)(x,xi) = (K̃(k,m)α0)i = (K̃(k,m)(K(k))−1v)i .

Suppose each integer costs 4 bytes and each double float costs 8 bytes in stor-
age, which is popular in current machines. Givenn examples with dimensionalityd,
the storage for these examples isdn × 8 bytes. After applyingk-approx, the matrix
K(k) which contains2kn number of non-zero entries is generated. Considering both
the storage for the non-zero values and their indices, the required storage is roughly
2kn × 8 + 2 × 2kn × 4 = 4kn × 8 bytes. So, up to now the storage required is



(a) Onaustralian (b) Onkr-vs-kp

Fig. 1. Comparing Lank and the original cluster kernel (denoted by ClusK) when there are suffi-
cient resource for the original cluster kernel to use all unlabeled data.

(d + 4k)n × 8 bytes. Now considering the Lancozs process, for storing them largest
eigenvalues and corresponding eigenvectors we need(m+mn)×8 bytes. Since we use
K(k), the entire storage for the Lanczos process is(m + mn + 4kn)× 8 bytes. When
m ¿ n, the storage required is roughly((m + 4k)n)× 8 bytes. So, overall the storage
required by the Lank algorithm for exploiting all the labeled and unlabeled examples is
(max (m, d) + 4k) n× 8 bytes. Sinced andn are known, by assumingm = δk (δ is a
parameter), we can get the estimate of the largestk tolerated by the budget.

4 Experiments

4.1 When Original Cluster Kernel Can Work

First, we want to see that when there are sufficient resource for the original cluster ker-
nel algorithm [3] (abbreviated as ClusK in the following) to exploit all the available un-
labeled examples, how well the proposed Lank method approximates the performance
of ClusK.

For this purpose, we run experiments on two small-scale UCI data sets, i.e.,aus-
tralian andkr-vs-kp. Theaustraliandata set contains 690 examples, for which we ran-
domly pick 69 examples to use as labeled training examples and regard the remaining
ones as unlabeled examples. Thekr-vs-kpdata set contains 3,196 examples, for which
we randomly pick 319 examples to use as labeled training examples and regard the
remaining ones as unlabeled examples. On both data sets the resource are sufficient
for ClusK to utilize all examples, and we compare ClusK and Lank in a transductive
setting. According to [3],σ of Eq. 1 is set to 0.55 for both algorithms. We repeat the
experiments for ten times with random labeled/unlabeled partitions, and the average
results are presented in Fig. 1.
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(a) 1K labeled training examples (b) 5K labeled training examples

Fig. 2. Comparing Lank, the original cluster kernel facilitated with RandSub (denoted by
ClusK+RandSub), and the original cluster kernel facilitated with SmartSub (denoted by
ClusK+SmartSub) under different budgets. The original cluster kernel algorithm cannot deal with
such a large data set even when the largest budget (i.e., 600MB) is allocated.

To study how well the Lank method approximates ClusK, we present in Fig. 1 the
performance of Lank under differentk andm (m = δk) configurations. We can see
from the figure that except when bothk andm are small onkr-vs-kp, Lank approximates
ClusK well on both data sets and on most parameter configurations. This observation
coincides with the theoretical analysis in Section 3.2 that Lank is able to approximate
ClusK well.

4.2 When Original Cluster Kernel Cannot Work

Now, we study how the algorithms work given a resource budget. We run experiments
on the SRAA data set3 which contains 70K examples. Each example is described by
300 features. The original data set has four classes, i.e.,real auto, real aviation, simulate
autoandsimulate aviation. We merge the tworeal classes and the twosimulateclasses,
resulting in a two-class classification task. We randomly pick 1K or 5K examples to use
as labeled training examples and regard the remaining ones as unlabeled examples. In
the experiments we have evaluated the performances under three storage budgets, i.e.,
200MB, 400MB and 600MB.

The original cluster kernel algorithm cannot deal with such a large data set even
when the largest budget (i.e., 600MB) is allocated. So, we facilitate the original cluster
kernel with the two sampling methods described in [5]. Briefly, theRandSubmethod
randomly samples some unlabeled examples to use; theSmartSubmethod first uni-
formly samples some unlabeled examples to get an estimate of the decision surface,
and then chooses the examples near that estimated surface.

We use the calculation described at the end of Section 3.3 to estimate thek andm of
Lank. Here, we simply setδ = 0.5k. The original cluster kernel facilitated with Rand-
Sub is denoted byClusK+RandSub, while that facilitated with SmartSub is denoted by

3 Available at http://www.cs.umass.edu/∼mccallum/code-data.html



ClusK+SmartSub. These two algorithms use the largest number of unlabeled examples
that can make the algorithms executable under the given storage budget. The parameters
of the sampling methods are set to the values recommended in [5]. The experiments are
repeated for ten times and the results are shown in Figure 2. Note that when there are 5K
labeled training examples, ClusK+SmartSub cannot work given the budget of 200MB
or 400MB, because the budget is not sufficient for running the SmartSub method. Fig. 2
shows that Lank is a better choice under all budgets.

5 Conclusion

This paper proposes to studybudget semi-supervised learning. That is, given a resource
budget, try to exploit the available unlabeled data to the most. This setting is practically
important because in most real applications although there may exist a large amount of
unlabeled data, the resource budget is usually limited. To the best of our knowledge,
this is the first study on budget semi-supervised learning. This is related to a few previ-
ous efforts on scalable semi-supervised learning [5, 8, 17], however, here the algorithm
needs to have sufficient flexibility for adapting to different budgets.

Considering that algorithms relying on spectral analysis suffer seriously from bud-
get resource, we present a simple yet effective method which is able to adapt such kind
of algorithms to a given budget. Although this paper focuses on storage budget, our
method is extensible to time budget or other kinds of budgets; this is left for future
work. Note that in order to show that budget semi-supervised learning is tractable, we
base the proposed method on some well-known simple techniques. Nevertheless, it is
for sure that new elaborate methods will be attractive and lead to a better performance.
This may become a fruitful topic in future research.

We must note that using more unlabeled data does not always lead to a better perfor-
mance because most current semi-supervised learning algorithms are “unsafe”. That is,
they may degenerate performance after using unlabeled data [4, 13]. Developing “safe”
algorithms that rarely degenerate performance, although is not our goal of this paper, is
a very important issue in semi-supervised learning. When we have a “safe” algorithm,
budget semi-supervised learning methods will be more helpful since they enable us to
use the unlabeled data to obtain the best-achievable performance under a given budget.
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